A New Way of Calculating Exact Exclusive Hypervolumes
Lucas Bradstreet, Lyndon While, Luigi Barone
The University of Western Australia

Abstract—We describe a new method for calculating the exclusive hypervolume of a point \( p \) relative to a front \( S \). We use \( p \) to bound the objective values of the points in \( S \), and subtract the hypervolume of the resulting front from the hypervolume of \( p \) alone. Early experiments show great promise for this approach, in both in-line and metric calculations.

Index Terms—Multi-objective optimisation, evolutionary computation, diversity, performance metrics, hypervolume.

I. INTRODUCTION

HYPERVOLUME [1], also known as the S-metric [2] or the Lebesgue measure [3], [4], is a popular metric in multi-objective optimisation. The hypervolume of a set of solutions measures the size of the portion of objective space that is dominated by those solutions collectively. Hypervolume captures in a single scalar both the closeness of the solutions to the optimal set and the spread of the solutions across objective space. It also has nicer mathematical properties than other metrics [4], [5].

Hypervolume is also used in-line in some evolutionary algorithms, as part of a diversity mechanism [6], as part of an archiving mechanism [7], or as part of the selection mechanism [8], [9]. The requirement in such cases is to compare the exclusive hypervolume contributed by different points, i.e. the amount by which each point increases the hypervolume of the set (see Fig. 1). Clearly, if hypervolume calculations are incorporated into the execution of an algorithm (as opposed to hypervolume used as a metric after execution is completed), there is a much stronger requirement for those calculations to be efficient.

II. CONTRIBUTION

The principal contribution of this paper is a new method for calculating the exclusive hypervolume of a point relative to a front. Using \( Hyp(S) \) to represent the hypervolume of the set \( S \), we can define exclusive hypervolume as in (1):

\[
\text{ExcHyp}(p, S) = Hyp(S \cup \{p\}) - Hyp(S)
\]  

But as is clear from Fig. 2,

\[
\text{ExcHyp}(p, S) = Hyp(\{p\}) - Hyp(S')
\]

where

\[
S' = \{\text{limit}(s, p) | s \in S\}
\]

\[
\text{limit}(<s_1, \ldots, s_n>, <p_1, \ldots, p_n>) = <\text{worse}(s_1, p_1), \ldots, \text{worse}(s_n, p_n)>
\]

\[
\text{limit}(s, p) \text{ returns } s \text{ with each objective value bounded by the corresponding objective in } p; \text{ for example in a maximised objective } \text{worse} \text{ will return the smaller of its arguments. Dominated points in } S' \text{ can be discarded before any further calculation is performed.}

III. FURTHER WORK

We are developing algorithms that use (2) to calculate hypervolume both exclusively for in-line calculations, and as a metric, via (5):

\[
 Hyp(\{p_1, \ldots, p_m\}) = \sum_{i=1}^{m} \text{ExcHyp}(p_i, \{p_{i+1}, \ldots, p_m\})
\]

Early experiments show great promise for this approach.

REFERENCES

Fig. 1. Maximising in both objectives relative to the origin, the hypervolume of \{a, b, c, d, e\} is the shape labeled \(H\), and the exclusive hypervolume of \(p\) relative to \{a, \ldots, e\} is the shape labeled \(E\).

Fig. 2. The exclusive hypervolume of \(p\) (i.e. \(E\)) = the hypervolume of \{\(p\)\} (i.e. the rectangle with \(p\) at the top-right corner) minus the hypervolume of \{\(a', b, c, d', e'\)\} (i.e. \(H'\)). Clearly \(e'\) is dominated by \(d'\) and can be discarded.